
Table 2. Current Progress (July 2025).

SYSTEM OVERVIEW

SLURM is powerful—but one misplaced flag can cost hours 
of queue time and hundreds of GPU‑dollars.  Help‑desk logs 
from MSU ICER show > 35 % of tickets trace back to 
malformed #SBATCH directives or missing modules.  We 
present an on‑prem, conversational AI agent that:

● Parses job scripts in natural language.
● Runs deep lint checks and ShellCheck in milliseconds.
● Explains fixes in plain English so novices learn, not just 

copy‑paste.

“Why did my job fail?” becomes a 2‑second 
conversation—not a 2‑day ticket.

● LLM back‑end: codellama:7b‑instruct served locally via 
Ollama (ollama serve).

● Python loop: wraps the model, detects the “check/lint” 
trigger word, and calls the toolchain.

● Tools:
○ lint_slurm_file → runs ShellCheck, validates 

directives/paths/modules, suggests alternatives. 
○ data_loader → refreshes option metadata from 

slurm_config.json so suggestions stay current. ● OnDemand GUI – integrate chat, drag‑and‑drop script 
upload, and colored lint output.

● Fine‑tuning on ~10 k anonymized SLURM scripts for better 
directive defaults.

● Retrieval‑Augmented Generation (future) to pull node types 
and queue policy docs in‑context.

● Evaluation Protocol – measure precision/recall against 
expert‑labelled error sets and track fix‑time reduction.
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Fig 1. All inference occurs locally on login or GPU nodes; source code never leaves the cluster.  
The JSON knowledge base (slurm_config.json) auto‑refreshes nightly from cluster configs, keeping 
SBATCH flags, partitions, and module versions current.

Fig 2. The agent detects an invalid file path and a wrong command, highlights both inline, and proposes solutions..

Fig. 3a. Mean round‑trip latency on an NVIDIA H200 node: ShellCheck 0.62 s vs. Agent + Lint 1.30 ± 1.28 s (n = 20).

* Contact: Michal Borek, Undergraduate Student, borekmi1@msu.edu 

� All parsing and inference run on‑premise; no job code or 
data ever leave the cluster.

Fig. 3b. Distribution of the same 20 runs—19 responses arrive in ≤ 2 s; a single warm‑up outlier (6.3 s) drives the 
95th‑percentile to 6.08 s.

ROADMAP

Table 2. Summary of common SLURM-script errors, detection coverage, and auto-fix success.
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